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Arm has engaged Strategy Analytics as a partner in the preparation of this report to validate the 

market for Endpoint AI. Major advances in neural networks for embedded devices, such as 

microcontrollers, are helping to drive new capabilities into endpoint devices themselves, driven by 

needs for real-time information, automation and in most cases, near-instant responses. This report 

presents the context and opportunity for the development of Endpoint AI (Artificial Intelligence).
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From Edge to Endpoint: Why Intelligence is 

Moving to the Device 

Data is growing at an exponential rate. It is estimated that humans now produce 1.7MB of 

data every second. Not only has there been a rapid growth in smart, personal devices, such 

as smartphones, tablets and wearables, we are also now seeing real growth in the Internet 

of Things, which will see far more connected devices than there are people on the planet. 

This includes a massive variety of devices, including intelligent sensors and actuators, 

capable of monitoring anything from vibration to voice to vision, along with almost anything 

else that one could imagine. These devices are everywhere, from industrial sites, to security 

cameras, smart watches, smart homes and even vehicles with increasing levels of autonomy 

and their numbers will continue to explode as we desire to measure more and more of the 

digital world around us. 

This growth in data has seen many businesses move data from on premises operations to the 

cloud. Although the centralized nature of cloud computing provides advantages in terms of cost 

and resource efficiency, flexibility and convenience, it also comes with some disadvantages. As 

computing and storage is performed remotely, data from endpoints, namely those devices right 

at the very edge of the network, needs to travel across the Internet or other networks from its 

point of origin to a centralized data centre (i.e. the cloud) where it is processed and stored, and 

then back again to the user.  

While this may be acceptable for a number of traditional applications, there are an increasing 

number of use cases where the delay in relaying information between the endpoint and cloud 

simply is not acceptable; decisions need to be made in real time with as little network latency as 

possible. For these reasons, there has been a shift to edge computing and increasingly to 

intelligent endpoints themselves, with an increasing level of decentralisation.  Moreover, the 

sheer volume of data produced in some of these real-time applications means that processing 

and intelligence needs to happen in a local and decentralised way.  

In tandem with the growth in data, Artificial Intelligence (AI) and Machine Learning (ML) are 

moving to the edge and increasingly to endpoints themselves. There are huge amounts of 

real-world information that require a machine learning approach to interpret and act upon. 

The only viable and cost-effective way to analyse images, movement, video or massive 
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amounts of data, with minimal delay, is through AI and ML. The algorithms and applications 

employing AI and ML will run at the edge and in the future, this will be on endpoint devices. 
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Data is Driving the shift from Centralized to 

Distributed  

As the IT market has developed and matured, the design of the network and all devices which 

operate upon it, has evolved. From the heydays of the Mainframe, which served thousands of 

thin clients, through to increasing local compute performance of PCs used in the Client-Server 

model, infrastructure has continued to be reorganized and optimised to best suit the 

requirements of the devices on the network and the applications they run. Those requirements 

involve file access and data storage as well as data processing needs. 

Figure 1: The Transitions from Centralized to Distributed Computing 

 

Source: The End of Cloud Computing by Peter Levine, Andreessen Horowitz 

The explosion in smartphones and other mobile devices, followed by the rapid growth of 

the Internet of Things, has been the catalyst for an evaluation of how best to deploy and 

arrange assets, influenced by factors including network availability, security, device compute 

power and the costs associated with sending data from endpoint to storage repository, 

which has seen a shift back to distributed computing models.  

http://www.strategyanalytics.com/
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From Edge to Endpoint: AI and Machine 

Learning Changing the Edge Paradigm 

While there are benefits to the cloud in terms of cost, resource efficiency, flexibility and 

convenience, the ramp in devices (highlighted in Figure 2), will result in a vast increase in data 

produced. A large portion of this data is complex and unstructured, which is one of the reasons 

that only between 1% and 12% of company data is analysed. Sending vast amounts of 

unstructured data to the cloud is expensive, causes bottlenecks and is highly inefficient in terms 

of energy, bandwidth, and computing power.  

Figure 2: Global Internet Device Installed Base 

 

Source: Strategy Analytics 

The ability to do advanced localised processing and analytics can help to reduce latency for 

critical applications, lower dependence on the cloud, and better manage the deluge of data 

being generated by the IoT. 

http://www.strategyanalytics.com/
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Endpoint AI: Sensing, Inference and Action 

One of the key reasons for deploying greater intelligence at the edge is to create greater agility. 

Endpoint devices are right at the very edge of the network at the source of the data, which allows 

for faster and often more accurate responses, while saving cost on unnecessary data 

transmission, latency and data-in-motion security risks.  

Major advances in processing power and neural networks are helping to drive new 

capabilities into endpoint devices, driven by needs for real-time information, efficiency 

(sending less information to the cloud), automation and in most cases, near-instant 

responses. This is a three-step process: sensing the data, inferring the data (e.g. identifying 

an image, sound or movement based on machine learning) and acting (e.g. the object is a 

pizza, the refrigerator compressor is making a sound outside its normal range, so issue a 

warning).  

Figure 3: The Deep Learning Process 

 

Sensing 

The amount of data that processors, microcontrollers, and sensors produce is vast. For example, 

autonomous vehicles collect 25GB of data per hour. Smart home devices, smart toothbrushes, 

fitness trackers and smart watches continue to evolve and collect more data than ever before.  

The data collected is extremely valuable, but also too much to be pushed back to the cloud every 

time from each endpoint node. It must be done at the edge. If some of that workload can 

happen on the endpoint itself, it would drive enormous efficiencies.  

http://www.strategyanalytics.com/
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Inferring 

The data being collected at the endpoint is unstructured. Inference is when machine 

learning extracts relevance from the data; this means using AI and ML tools to help train a 

device to recognise objects. Thanks to advances in neural networks, machine learning tools 

are increasingly able to train objects to recognise images, sounds and motion to a high 

degree of accuracy and this is pivoting to increasingly smaller devices. 

For example, Figure 4 shows a high-performance STMicroelectronics MCU trained using neural 

network tools such as ONNX, PyTorch, Caffe2, Arm NN or Tensorflow Lite etc. to convert to code 

optimised for the MCU to recognise objects (in this case an image, sound or motion). 

Increasingly, higher-performance MCUs can use these ML tools to recognise movement, audio 

or images with a high degree of accuracy, as we will examine shortly. Increasingly these actions 

will shift from the edge, to MCUs operating on the endpoints themselves.  

Figure 4: Vision, Vibration and Voice in MCUs 

 

 

 

Source: STMicroelectronics 

Acting 

Once data is sensed and inferred, the outcome is an action. This may be feeding back a simple 

response (the device is on or off), or optimizing for an application state (the person with 
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headphones on is moving, so optimize for stability rather than sound quality), or a feedback 

loop (the conveyor belt is making a sound that suggests it is out of alignment, based on machine 

learning gleaned from training the device). IoT devices will become more sophisticated and 

intelligent, computing power will increase as a result of these capability improvements. With the 

use of new machine learning tools, some key functions that were previously fulfilled in the cloud 

or at the edge, will move into the endpoints themselves.  

Endpoint AI: Mighty Oaks from Tiny Acorns Grow  

At the heart of all electronic devices today, from smartphones to vehicles, are a multitude of 

processors, microcontrollers and sensors. They perform various tasks and demand a broad set 

of capabilities, from very simple to very complex.  

For example, application processors are high-end processors designed for mobile computing, 

smart phones and servers, real-time processors are very high-performance processors for real-

time applications such as hard disk control, automotive power trains and baseband control in 

wireless communications, while microcontroller processors have a much lower silicon area, 

much higher energy efficiency and often have specific functions.  

What this means is edge and cloud are ideal places to utilise machine learning tools to train 

simpler objects, such as MCUs, to perform actions that were previously fulfilled by more 

powerful devices. This will allow for smaller objects to perform a greater variety of functions 

with lower latency e.g. wearables such as smartwatches, fitness trackers or healthcare 

monitoring devices. It will save resources such as transmission costs and energy costs, with 

more functions happening on smaller endpoints and will have a massive environmental 

impact, especially considering that there are already more than 20 billion connected 

Internet devices today and over 250 billion microcontrollers, according to Strategy 

Analytics.  

http://www.strategyanalytics.com/
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TinyML, MCUs and Artificial Intelligence 

According to Pete Warden the technical lead of TensorFlow at Google and a leading figure in 

the deep learning and TinyML1 space: 

“What I’m most excited about is that I don’t know how these new devices will be used, just 

that the technological imperative behind them is so compelling that they’ll be built and 

whole new applications I can’t imagine will emerge.”2. 

The emergence of Tiny Machine Learning (TinyML) has catalysed the marriage between 

embedded systems and machine learning, which traditionally have operated largely 

independently. Instead of running complex machine learning models in the cloud, TinyML 

involves running optimized models for pattern recognition in endpoint devices, on 

microcontrollers consuming only milliwatts of power. TinyML is supported by Arm, Google, 

Qualcomm, Arduino and others and has the potential to transform the way we deal with IoT 

data, where billions of tiny devices are already being used to provide greater insight and 

efficiency in sectors including consumer, medical, automotive and industrial. 

Microcontrollers coupled with AI are beginning to take on various functions that were 

traditionally performed by more powerful components, thanks to TinyML. These include 

functions such as voice recognition (e.g., natural language processing), image processing (e.g., 

object recognition and identification) and movement (e.g., vibration, temperature fluctuations 

etc.). Enabling these functions also allows for greater accuracy and security without 

compromising on battery life, as well as a vast range of more nuanced applications.  

 

 

 
1 TinyML (Tiny Machine Learning), is an emerging concept (and community) to run ML inference on Ultra 

Low-Power (ULP ~1mW) microcontrollers. 
2
 https://petewarden.com/2018/06/11/why-the-future-of-machine-learning-is-tiny/   

Pete Warden is the technical lead of the mobile and embedded TensorFlow group, in Google's Brain 

team 
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Figure 5: AI toolsets perform model conversion to run inferences of optimized 

neural networks on MCUs 

  

Source: STMicroelectronics 

While cloud neural network framework tools previously mentioned, are the most commonly 

used approach to tap this utility, it is also possible to integrate AI libraries into MCUs and insert 

local AI training and analysis capabilities into their code. This enables developers to derive 

patterns of data based on signals acquired from sensors, microphones, and other embedded 

devices at the edge and build models from them, for example, predictive maintenance 

capabilities.  

The Arm Cortex-M55 processor and Ethos U55 microNPU (Neural Processing Unit), leverage 

popular APIs like CMSIS-DSP and CMSIS-NN to simplify code portability, allowing MCUs tightly 

coupled with co-processors, to accelerate AI functions3.  

Implementing AI functionality into low-cost MCUs via inference tools, aligned with 

embedded design requirements, is vital, as AI-enabled MCUs have an opportunity to 

transform device designs in a huge range of IoT applications. Key functions where AI can 

assist in smaller, power and memory constrained devices, can be distilled into three clear 

areas which we will term the three Vs: Voice (e.g. Natural Language Processing) Vision (e.g. 

 
3
 https://community.arm.com/developer/ip-products/processors/b/processors-ip-blog/posts/cortex-

m55-and-ethos-u55-processors-extending-the-performance-of-arm-ml-portfolio-for-endpoint-

devices 
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image processing) and Vibration (e.g. processing of data from multiple types of sensor; 

from accelerometer sensors, to temperature sensors or electrical signals from a motor). 

 

Endpoint Intelligence is Critical for the Three Vs: 

Vibration, Voice and Vision 
 

The majority of IoT applications are focused on a few specific areas: basic control (on/off), 

measurement (status, temperature, flow, noise and vibration, moisture etc.), asset status (where 

is it and what is its state?), along with security functions, automation, predictive maintenance 

and remote control (see Figure 6).  

Figure 6: IoT B2B Application Usage-Current and Future 

 

Source: Strategy Analytics 
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Strategy Analytics research shows that many IoT B2B applications that have been deployed, 

or are going to be deployed, still only require relatively simple commands, such as basic 

on/off, monitoring of equipment, or environmental states. In the consumer IoT space, there 

has been an explosion in voice-controlled AI for smart speakers, as a hub for smart home 

commands, including smart plug sockets, smart lighting, smart cameras, smart doorbells 

and smart thermostats, among others. Consumer devices, such as Bluetooth headphones, 

are now context aware, allowing automated switching between sound quality or stability, 

based on location and context. 

 

As we have examined, Endpoint AI can offer new value in three core areas, which touch on many 

of these IoT areas across B2B and B2C applications:  

• Vibration: Includes processing of data from multiple types of sensor; from 

accelerometer sensors, to temperature sensors or electrical signals from a motor. 

• Vision: Image and Video Recognition; the ability to analyse and identify objects in a 

still image or video feed. 

• Voice: Includes Natural Language Processing (NLP); the ability to understand 

language as it is spoken or written by humans and to engage with a human using a 

human language-Natural Language Generation (NLG).  

There are multiple use cases whereby AI technologies can be implemented across vertical 

markets: 

Vibration  

There are a huge variety of application areas where advancements in Endpoint AI can be used 

to drive intelligence into MCUs that will have an impact on the cost and effectiveness of IoT 

devices and applications. These include several key IoT application areas that we identified in 

Figure 6, including:  

• Temperature monitoring 

• Pressure monitoring 

• Humidity monitoring  

• Physical movement, including trip and fall detection 

http://www.strategyanalytics.com/
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• Substance detection (water leaks, gas emissions etc.) 

• Magnetic flux (e.g. proximity sensors, flow monitoring) 

• Sensor fusion (see Figure 7) 

• Changes in electrical fields.  

Figure 7: Sensor Fusion Enabling context awareness 

 

Source: NXP Semiconductors 

Many of these capabilities can be used in a variety of commonly deployed IoT applications as 

we will examine in the use case section.  

Voice  

Speech is the product of evolution and is a singularly efficient way for humans to communicate. 

It is therefore unsurprising that we have always wanted to command our machines by voice. 

Sounds detection is a growing category.  

Voice activation is common in smart home applications, for example, smart speakers which are 

increasingly becoming voice hubs for activating smart home devices, as well as smart appliances 

such as televisions, games consoles and other new appliances.  

http://www.strategyanalytics.com/
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In an industrial context, the emergence of voice engines for use with Computer Numerical 

Control (CNC) machines, such as lathes, mills and grinders are emerging. iTSpeex’s ATHENA4 is 

one of the first voice-activated operating systems designed specifically for these products. 

These have a need for offline voice processing, often for security reasons, so Endpoint AI voice 

developments create interesting opportunities here. The user can both instruct machines to 

carry out specific operations and instantly access information from machine manuals and 

factory documentation. 

Voice integration is also key in vehicles. OEMs continue to invest a great deal in voice 

recognition systems for in-vehicle infotainment systems. Speech has the potential to be the 

safest input modality as it allows the driver to keep eyes on the road and hands on the steering 

wheel. 

Voice recognition systems are particularly well-suited for complex tasks that would typically 

require multiple steps when using a touchscreen or hardware controller. These tasks include 

SMS entry, destination entry, playback of a specific song or song subset and radio tuning. Other 

services such as breakdown services (or bCall) as well as concierge services. 

Vision 

Endpoint AI offers new opportunities in vision as we have already examined, especially around 

object detection and recognition. This could include observing manufacturing defects on a 

production line to identifying stock in a vending machine that needs replenishing. Other 

examples include agricultural applications, such as sorting produce by size or quality. Weeds 

can be detected in near real time by machine vision cameras attached to tractors. As a weed 

emerges, AI can classify the weed and calculate its potential threat to yield. This lets farmers 

target specific weeds and create custom herbicide solutions. Machine vision can then detect the 

effectiveness of the herbicide and find resistant weeds left in the field. 

 

 

 
4 http://athenaworkshere.com/ 
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Use Cases 

Predictive Maintenance (PdM) 

Predictive maintenance tools have evolved from capturing and comparing, for example, 

vibration measurements, to delivering real-time asset monitoring. Remote monitoring is also 

possible by connecting an IoT sensor device to maintenance software.  

Vibrational analysis 

This form of predictive maintenance is common inside manufacturing plants with a high 

concentration of rotating machinery. Vibrational analysis can reveal looseness, imbalance, 

misalignment, and bearing wear.  

For example, attaching a vibration meter close to the inner bearing of a centrifugal pump 

motor in a coal preparation plant, allows engineers to establish a baseline for a normal 

range of vibration. Anything outside of that range may indicate a loose ball-bearing that 

needs replacing.  

Magnetic Sensor Fusion 

Magnetic sensors can be used to measure fluid levels using a magnetic float and a series of 

sensors that can sense the float as it moves with the fluid level.  All these applications use a 

magnetic sensor on a fixed surface working in conjunction with a magnet on a nearby surface 

that moves relative to the sensor. 

Acoustical analysis (sonic) 

Like vibration analysis, acoustic bearing analysis is intended for lubrication technicians and 

focuses on proactive lubrication measures. This means that excessive wear for moving 

equipment can be avoided, which would otherwise result in costly downtime for repairs.  

An example may include measuring the bearing state of conveyor belts. With excessive 

wear, the bearings will fail due to insufficient lubrication or become misaligned, which can 

result in an entire production process stopping.  

http://www.strategyanalytics.com/
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Acoustical analysis (ultrasonic) 

While sonic acoustical analysis can be used for proactive and predictive maintenance, ultrasonic 

acoustical analysis is solely used for predictive maintenance efforts. It can identify sounds 

related to machine friction and stress in the ultrasonic range and is used for electrical equipment 

that emit subtler sounds as well as mechanical equipment. It can be argued that this type of 

analysis predicts imminent breakdowns better than vibration or oil analysis.  

At present this is more costly to deploy than the other kinds of PdM solutions but advances 

in Endpoint AI could facilitate this subtle level of acoustic detection and bring deployment 

costs down significantly.  

Thermal Imaging 

Thermal imaging utilizes infrared images to monitor temperatures of interacting machine parts, 

allowing any abnormalities to quickly become apparent. Endpoint AI-capable devices can detect 

subtle changes over time and, as with other state-sensitive monitors, they trigger scheduling 

systems which lead to the appropriate action being taken automatically in order to prevent 

component failure. 

Consumer and Smart Home 

Leveraging voice for the consumer and smart home are among the most frequently used 

applications. They include virtual assistants on smartphones and tablets, as well as devices 

that do not include integrated telephony functions, such as wearable devices with minimal 

screen real-estate. Devices in this category include smartwatches and fitness wearables that 

can offer hands-free voice activation for a multitude of functions. 

The growing market for Smart Speakers, such as Amazon Echo or Google Home, illustrates the 

growing consumer enthusiasm for devices that exist to receive and provide voice interaction.  

Consumers are using Smart Speakers for a variety of reasons with the most common use cases 

being:  

• Listening to music,  

• Controlling smart home devices such as lighting,  

• Accessing news and weather updates  

• Creating shopping and to-do lists.  

http://www.strategyanalytics.com/
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In addition to consumer devices such as Smart Speakers and smart TVs, the use of voice in smart 

home devices also shows promise. Devices such as connected doorbells (e.g. ring.com) and 

connected smoke detectors (e.g.: Nest Protect smoke and CO alarm) are available, which 

combine sensor fusion features of voice and vision, as well as motion detection. With connected 

smoke detectors, devices can issue verbal warnings on detecting smoke or carbon monoxide.  

Endpoint AI offers new opportunities to enhance these capabilities, often combining 

vibration (movement), vision and voice control. For example, adding gesture recognition to 

control appliances like televisions, or embedding voice control into white goods is a 

straightforward way to enhance functionality at minimal cost.  

Healthcare 

The application of AI-enabled endpoint devices to spot patterns in healthcare information will 

provide additional value to the treatment and diagnosis of medical conditions. While this 

information may be data, it may also be images, video and the spoken word which can be 

analysed by AI for patterns and diagnosis. This data will spark new, more effective treatment 

methods that will enable cost savings throughout the industry.  

With advances in endpoint AI, speech systems such as Google Duplex, could become simpler. 

Labour-intensive healthcare activities such as appointment booking administration could also 

be transitioned to become an AI activity. Extending the use of AI with natural language speech 

could also see the use of AI for first-line patient diagnosis, before being handed over for a doctor 

consultation. 

Other healthcare examples include objects such as the Wewalk5, a smart cane for partially 

sighted and blind people. It uses sensors to detect objects above chest-level and pairs with apps, 

including Google Maps and Amazon Alexa, to allow the user to ask questions. 

Conclusions 
The world is becoming more complex with an increasing number of connected network 

endpoints. Internet-connected devices are surging ahead of 30 billion and microcontrollers 

number in excess of 250 billion, with around 30 billion being added annually. An increasing 

 
5 https://www.bbc.co.uk/news/business-51632840 
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number of processes are being automated, however, the latency involved in sending vast 

amounts of data to the cloud plus the additional cost of edge computing, means many new, 

exciting and compelling use cases in IoT may not come to fruition. 

The answer to these challenges is not to continue adding compute power to cloud datacentres. 

Reducing latency at the edge, while helpful, will not solve all the challenges of an increasingly 

decentralized world. What is required is the application of intelligence into the infrastructure. 

While adding advanced compute to the endpoint was not feasible a decade ago, recent 

enhancements in TinyML have transformed the opportunity to add intelligence right at the very 

edge, i.e. the endpoint itself. Adding compute and AI capabilities at the endpoint allows for 

collection of more relevant and pertinent information at source. As the volume of devices and 

data spirals, having contextualised and relevant data at source will be immensely valuable and 

open a world of new use cases and revenue opportunities.  

Machine learning in endpoint devices enables a new world of Endpoint AI. New use cases 

are emerging, bypassing the need for huge amounts of data to be transmitted, thus 

alleviating bottlenecks and latency and creating new opportunities in a variety of operating 

environments. Endpoint AI opens a world of new opportunities and use cases, many of 

which have yet to be imagined. 
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Get help from Strategy Analytics 
Working with Strategy Analytics gives you the knowledge you 

need to succeed. 

 

 

 

 

Understand your customer 

Business opportunities abound. But which ones are 

right for you and your customers? Which will give 

you the advantage? 

 Optimize your user experience 

Optimize your product to give your users the 

best experience and you the market advantage. 

 

 

 

Analyze the market 

Understand the size of the opportunity and where 

your product fits using our unrivalled knowledge 

and world class data analysis techniques. 

 Explore your future 

Working with us will focus you. With our insight 

and forecasting expertise you’ll make 

confident strategic decisions that drive success. 

 

Please contact us at custom@strategyanalytics.com with any questions and for further details and solutions 

on how we can work with you on creating a custom solution to address your specific needs. 
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